Semantic Wikis and Semantic Research


Stage-1: Internet Wiki

1. Basic Wiki concepts:

Authoring via web browser

Also, uploading of arbitrary (multimedia) content

Simplified wiki syntax 

Very simple markup for authors

Collaborative editing 

Any page can be immediately contributed to, extended, revised, corrected assuming you have the right privileges

Rollback mechanism 

All changes are versioned, audited and transparent to the community

Strong linking

“Concepts” in text can immediately become active resources (pages/links)

Search 

Typically, a full text search capability

2. Some additional wiki features to improve the user experience:

An example woud be Mindtouch. They've taken the wiki and really cleaned it up with mind to present an IDE for document development. Sells for around $5-10K as a network appliance, but all based on OpenSource.

The read and write capabilities are wisiwyg. They haven't added in the ability to work with tables or graphics directly, yet, but do allow insertion of imagery. They do have a nice layout for uploading files to the wiki.In addition to link-based navigation. The wiki page displays with a column to the left which shows you the map or structure of the wiki. Also, the entire version history of everything is maintained. So you can list who did what when for any unit of content, even file uploads.

3. Benefits of Wiki way:

Wiki way:

Distinct concepts or topics are built on the fly 

Discourse forms around or in the context of a topic

Eliminates serialized document work flow

Team or community members can immediately see commentary in the context of a topic

Versus:

Each person edits a copy of the document

A poor soul merges the results

Expensive file shares

E-mailing bulky documents

“Versions” of opaque documents everywhere

“Organizing” documents in hierarchal file system

4. Wiki application areas:

Encyclopedia systems

Collective knowledge in a certain area as a community 
effort with broad range of contributors

Collaborative writing

Authors work collaboratively on a writing, which is immediately accessible to readers

Project knowledge management

Project tracking, brainstorming, coordination of ideas, agenda tool to collect topics, project notes repository, knowledge base, staff directory

Personal knowledge management

Sketchpad to collect ideas, addresses, dates, tasks, bookmarks, etc.

Content management system / knowledge-base

Collect content, connect content, simple publishing

Software development

Collaborative documentation, track bugs, e.g. most open source projects coordinate via wikis

Stage-2: Semantic Web-based Wikis (circa 2006)

1. Semantic Wikis create a “knowledge layer” or overlay network structure that defines concepts, attributes, and relationships of the underlying content of the Wiki. Relationships become explicit as links.

2. Semantic Web-based Wikis capabilities include:

User identity, role authorization, security (including resolution of public vs. private content vs. secure access issues)

Semantic modeling of policy, process (workflow) models, schedules & calendars

Easy multi-user authoring and editing — read, import, author, edit, annotation, manage, and communication of both content and knowledge layers

Easy capture, modeling, editing, and validation of semantic metadata, through: (a) automated and semi-automated mining of concepts and relationships in content; (b) semantically enabling structured, semi-structured, and unstructured information; and (c) effortless editing of metadata to create semantic fabric between pages and topics.

3. Search and navigation

Semantic wikis can add capability beyond the wiki experience with respect to search and navigation of content -- both within and outside the wiki. 

Effective semantic search and context-aware navigation spanning internal and external sources that is concept based rather than language-based. Queries that span vocabularies, languages, and search engines.

Richly structured navigation of content (e.g., pages, topics, services and resources) — ability to present multiple perspectives, multiple levels of abstraction, dependency and contingency relationships, etc.

Here are some examples of capabilities that semantic wikis can support:

Clustering -- e.g., the capabilities of Vivisimo, or Grokker applied to the wiki content

Auto categorization  -- based on linguistic analyses, taxonomies, ontologies as well as annotation, the ability to extract concepts and relationships from text and other sources. For example, capabilities of Autonomy/Verity, FAST, Témis, Inxight, Infolution, etc.

Domain knowledge  -- ability to semantically enable content with domain knowledge. For example capabilities of Factiva, Metacarta, Semagix, etc.

Interesting navigation -- ability to navigate facets, and visual representations, and models. E.g., I'm very impressed with what Siderean is doing. It's not just text facets anymore. They're building up infomation graphics, then letting you drill into them -- based on charts, diagrams, graphs etc. This is visual knowledge.

Concept searching -- raising the bar on what you can find of interest within the wiki. With semantics it doesn't have to be just the words or word patterns.

4. The next areas where semantic wikis break new ground is in knowledge management.

The first SWIM scenarios deal with capability to support generation of trusted reference knowledge -- in forms that both humans and their computers can interpret. Admittedly this requirement  was thrust on SWIM by the need to address net-centric data sharing and DRM compliant information sharing. But, it is a fundamental differentiator.

Instead of adopting a softer definition of KM, what am I talking about here demands some rigor:

Ability to author, edit, and generate reference knowledge about information assets --e.g., in the form of metadata, models, metamodels, ontologies that capture semantics as well as structure and syntax.

Ability to socialize this reference knowledge process, to ensure trust. e.g. combining group vetting, with various forms of testing and assurance.

Ability to subscribe and publish (import and export) standards as appropriate -- because knowledge about standards is just another form of reference knowledge

Ability to handle change management across the knowledge management life
Stage-3:  Knowledge Work Automation

1. Auto or semi-automatic discovery, capture and transformation of the semantics embedded in as-built data schemas, application program interfaces, comments within source libraries, and system and user documentation into a form that can be queried, harmonized, and managed by the community over the lifecycle of this knowledge.

·  Visualization of content and knowledge structure — such as contexts, categories, taxonomies, semantic nets.

· Semantic Wiki content linked to dynamic models, simulations, and visualizations. Also linked to external repositories, file systems, including desktops, servers, web-based sources, semantic-enabled feeds (e.g. RSS), etc.

· Community workflows and mechanisms to vet work in process, conduct peer review, test, and come to agreement.

· Semantic model and knowledge-based authoring& semantic publishing, etc. The principle here is using semantic technology to improve (& gain leverage on cost, time, quality of) the research to publish cycle. Faster, higher quality discovery, integration of relevant information with underlying models, generation of useful reporting of findings, etc.  Acceleration of time to quality, and reduction of level of effort to achieve it.

2. So what happens when, instead of simply starting to write, we start by capturing or authoring the semantic model(s)  for our content, process, output format first, and then use these models to generate the content or media in the wiki (or whatever output form...)?

a.  Siberlogic is one example. They do semantic content management for technical knowledge- not with wikis, but it could be. For example, technical manuals. If you start by modeling the perspectives on the product first -- such as product structure, product functions, product operations, safety, etc. -- then the system can generate sections of text that conform to standards for simplified technical english, and topic structure ala DITA, SCORM and other standards -- as a starting point for the technical writers. They edit and refine, and the entire process is accelerated.

b.  Semantic authoring principles would apply to policy as well as technical information. An example is RuleBurst, which provides facilities for parsing out (or authoring directly) policy from legislation and memoranda. then converting it into  human readable business rules, then into machine executable business rules. I could see this sort of capability being a normal part of a semantic wiki.

c.  Another example is knowledge-based engineering. Cogito, for example. Instead of using CAD as merely an electronic pencil, it becomes input to a knowledge modeling/capture process that stores the engineering models/specification in a language neutral k-base from which drawings, schematics, parts explosions, etc. etc. are generated automatically. Always current as built drawings. Always all the history. It changes the life cycle economics dramatically:  fewer project resources to do the same job because less are being drawn off to re-draw and re-document changes; also, ability to manage a larger or more complex project with the same resources increases.

d.  Proposal publishing provides another example of semantic publishing and knowledge based authoring. This is the 2-minute drill of publishing.  The customer provides an RFP that states requirements, standards, gives models for how proposals should be presented and gives criteria, etc.   The proposing organization also has its own standards, models, methodologies, criteria, and metrics. In addition, it has a library of prior work to draw on, as well as building block materials such as resumes, qualifications, etc. that may be used again with/without adaptation. When work begins, we're already into a process that includes early contacts, needs briefings, pre-RFP stuff. The set-up of the semantic wiki would probably coincide with modeling the proposal development process, workflow, timelines. For example, a step here might involve WBS definition. Also, it might involve modeling the response in the form of a story board that breaks down sections, topic areas, research, writing, illustration assignments according to the requirements and the evaluation criteria. There is a lot of workflow management. At the conclusion of the proposal process there's the need to validate that the proposal aligns with the win strategy, customer requirements (all of them), customer submission formats, and decision criteria.  So, the proposal process wants to be as "model driven" and semantically enabled as possible. The firm bidding wants to gain every ounce of leverage they can to get to a quality proposal fast and at reasonable cost.

e. Semantic research, authoring, and publishing can amplify the capabilities of small publisher -- for example, an industry analyst that develops a knowledge base of industry news and analysis, that includes spread sheets, presentations, documents in a number of formats, emails, databases, also RSS feeds and “Google alerts”.  The analyst studies people, events, companies, markets, technologies, standards, products, solutions, customers, case studies.  Also, it analyzes the relationship between business need, capability meeting it, solution patterns providing capability, technology recipes, vendor product and service ingredients, etc.  

The analyst needs to read widely, cover very many sources, identify information of interest, relate new developments to previous research and analyses, and write various stories, on varied topics, and from varying points of view. The same sources could be read and reported on from several different perspectives. Magazines do this -- focusing on people in the news, or company strategies, or customer stories, etc.  The analyst needs to compile and interrelate stories (information of interest) as threads -- longitudinal stories, tracking something over time, noting steps, stages, dynamics, how it changes, etc… While the analyst has multiple viewpoints and topic areas to juggle, he/she is also developing an evolving common underlying framework (semantic model) as a basis for talking about the industry, its technologies, businesses, markets, etc. Also, the analyst needs to keep track of its sources -- quoted material, graphics, data sources, etc.

The output of ongoing research feed blogs, newsletters, periodic analyses, and industry studies. 

f. A scholarly researcher wants to read, understand all the papers he/she can in a given fiels. It’s publish or perish. Also, each scholarly paper references other papers and sources, the scholar also wants to examine and document as part of ongoing research. The goal is to accelerate the research to publication process That is, train a system to find and read papers of interest along with referenced work, and also teach the system to prepare  written reports on topics of interest in an appropriate scholarly style. Thus, providing a foundation, or readily usable baseline for research of interest. 

One of the issues of concern is that different scholars and researchers often deal with similar concepts, but use very different words and phrases. So, another need is to be able to synthesize the underlying concepts and ascertain equivalent terminology and phrasing with some precision.

g. A blogger wants to multiply his/her presence on the Internet relating to topics of interest. The problem is that there are so many sources, so many blogs of interest, but only 24-hours in a day. The goal would be to read more, understand and respond to more, and output more (both to his/her blog and to others that he/she wants to post to). This means teaching a system to find and read blogs of interest, report on topics of interest, compare and contrast and summarize varied sources, and communicate positions to the community of blogs/bloggers of interest. 

h. An Advocacy group  (e.g., a political campaign, NGO, any of a number of groups) has multiple researchers, spokespeople, volunteers that are linked together across the Internet -- using wiki technology. The goal is to campaign more effectively by accelerating their ability to cover issues, sense and respond to breaking developments, and being able to sustain a coherent messaging focus to influence decision-makers. Different members of the team have different skills, points of view, different strengths. They need to leverage strengths, capitalize on good information and lessons learned from whatever sources, and coordinate across the community. It needs ready access to its body of knowledge, talking points, task plans, status, and situation awareness about minute to minute developments. It needs to be able to both embrace diverse points of view, and to be able to harmonize them through an active ongoing group process.  And its time from situation, to research, to quality messaging needs to be as short as possible. 

3. Semantically enabled content to provide a superior user experience and access to information. An example here is Siberlogic. They've shown that by semantically enabled technical content its possible to handle queries in context, and provide better access to relevant information. For example, to handle a repair scenario that requires delivering relevant information on demand. Customers have bought into this as well. One is paying a premium to supply chain partners for "semantically enabled content" because it helps take cost out of the customer service side of the business. Forty-percent savings were reported.

Another proto example is the IRS providing semantically enabled access to tax information at the topic level. Multiple groups author the tax information, instructions, documents and reference materials. But, citizens call one help line asking questions about topics, not documents. 

The point about semantic wikis is that they enable the outcome (superior information access) and the techno-social process that makes this possible and sustainable in human, organizational, and economic terms.  Imagine involving end consumers of information in the process of developing access to it.... Automation is good, but happy users are even better.

4. Leveraging a body of knowledge using semantic wikis and semantic research capabilities.

How can we leverage (automate, semi automate) the processes of creating, accessing, researching, updating, and utilizing a doctrine library, a technical library, a library of materials for e-learning, etc.

· The doctrine library is well structuted. It has 60,000 individual and group tasks. These are published, used to create training, and accessed on-demand over the internet, and researched to be updated when lessons learned reporting arrives. What happens when lessons learned impact the base of doctrine?  The analyst’s task is to research (read & understand) the base of authoritative doctrine, also read the incoming reports, then prepare a report that compares and contrasts what is changing, and what may need to be changed.

· Sometimes the task is to read a body of technical material, documentations, user guides, manuals, specifications, and edit it so that it conforms to a standard for presentation of material. In one case, the task might be to restructure it, and reorganize it so that it conforms to  a standard for re-use. An example of this would be adapting material to meet the requirements of SCORM, DITA and other standards for educational material, and electronic technical manuals. Another example would be to read a body of technical literature such as aerospace manuals and rewrite them so that the writing conforms to standards for “simplified technical English.”

·  Knowledge-based help, and support is another example. The task is to organize reference knowledge, problem reports, and customer information to enable a help desk to provide better service more cost effectively — whether the help is being provided by staff personnel, or through self-help delivered via phone or Internet access.  One task would be to read this material, chunk it appropriately, correlate it, and check it for consistency, etc.. The goal is pre-organize and interrelate material so that during an emergency (power outage for a utility, failure of a product or service, whatever…) the repair scenario, customer query, or problem report will get handled better and faster. The goal is that the incoming situation report (current event) will immediately be identifiable and categorizable in a way that identifies/locates the parts of the knowledge base that are relevant and needed to the problem.  The needed reference information, diagnostic steps, repair procedure, etc. should assemble on demand in a form that is actionable by the affected parties.  Of course, things change, nothing’s perfect, etc. So, the group responsible for this knowledge and service delivery wants to be able to replay scenarios, perhaps simulate outcomes and trade-offs,  revise responses, and improve it operational responses  and performance on an ongoing basis. 

· Transforming authoritative law and policy into a specific actionable format requires a life cycle solution. Enterprise systems are based on law and policy guidance. So there is a need to be able to read legislation, or policy, or author authoritative documents, and to distill out the business rule, and to express these in a form and format that can be used.  As things change, that is, as yesterday’s policy and rules get revised, then there is a need to be able to understand quickly and comprehensively what is affected and how. Such an assessment, analysis and reporting would be helpful “before” policy changes take effect -- for example, when reviewing and commenting on a proposed change. Also, it would help in planning for making changes needed to comply. Also it would help “during” the change process, to measure progress. And it would help “after” to ensure transition to the new system is complete.

Stage-4: Knowledge Computing

The capabilities of semantic wiki environments are extensible. The next stage of differentiation for semantic wikis is semantic model-based capability development.  That is, using the semantic wiki process as a way for end-users to roll their own functionality and operational capabilities. Do-it-yourself applications and services. This idea is very powerful. 

A semantic wiki doesn't have to be just about content or media as its output, and not just about improving access to this information. Rather, semantic wikis can also be about putting community knowledge to work in the form of applications or, rather composing applications to meet community needs out of available components, services. But, and this is important, without mediation by IT folks (although, its always good to have some techies around).

A scenario that comes to mind is emergency response e.g. to a Tsunami, Katrina, etc. Think of the semantic wiki process as a performing art that is widely shared and practices by different communities of interest. Let's assume there exist some people  that have familiarity with the semantic wiki way, know a bit about getting set-up, organized, e.g. governance.  Further, let's assume there exist these rich capabilities for discovery of information, data, and system artifacts and for "semantically enabling" this reference information. So the group as it formed to respond, would be able to get some leverage on (a) how they were going to work together, (b) how to discover, access, and organize various external sources they would need to tap, (c) how to compose, evoke the functionality and capabilities they would need.   How to press the EASY button to get this done.
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