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Abstract. A non-gratuitous use of semantic web technology should be grounded in functional requirements and technical justification.  Such a justification must not only motivate the use of an ontology but also must motivate the need for that ontology to be web-deployed.  We (i) outline the conditions under which a semantic-web-based framework for the registration and discovery of web resources is justified, (ii)  put forth design philosophy for the registration ontology such as including an instance model of key portions of the real world, and (iii) offer ontology evaluation metrics and design goals for maximizing precision and recall, while minimizing the cost of registration and discovery.
1   Introduction

A non-gratuitous use of semantic web technology should be grounded in functional requirements and technical justification.  Such a justification must not only motivate the use of an ontology but also must motivate the need for that ontology to be web-deployed.  We (i) outline the conditions under which a semantic-web-based framework for the registration and discovery of web resources is justified, (ii)  put forth design philosophy for the registration ontology such as including an instance model of key portions of the real world, and (iii) offer ontology evaluation metrics and design goals for maximizing precision and recall, while minimizing the cost of registration and discovery.

2   Resource Discovery and Registration

Web discovery, as herein defined, is the process where human or automated agents search for and find previously registered web resources.  Examples of web resources include online documents or web-accessible databases.

Precision, recall, and ease of use are three key metrics for evaluating the suitability of resource registration and discovery tools.  From information retrieval theory, precision for a given search is the ratio of relevant found resources over all found resources.  Recall is the ratio of relevant found resources over the number of relevant findable resources.  In resource discovery, the searcher neither wants to be overwhelmed with irrelevant information nor miss important relevant information.  But even the most precise discovery engine with optimal recall is useless in the hands of those who find it too complex or cumbersome to use.  A resource discovery approach, then, should show the promise of sufficient precision and recall to offset any difficulties in its use. 

Specifically, the discovery process must show significant superiority in a compelling number of cases over that of the typical search engine.  The process must also show clear advantages in a significant number of cases over taxonomic registration and discovery [1].

Web resources are assumed to be represented and identified by uniform resource identifiers (URI’s) to common web-deployed data such as XML or MS Word files.

3   The Technological Approach

The overall approach consists of associating or registering web resources against instances or classes in the ontology.  It is convenient to treat these classes and instances as graph nodes.  This approach differs from existing approaches in that it includes networks of instances that model the world.

For example, documents concerning a particular person can be registered against an ontological instance representing that person.  The use of instances offers immediate potential for increased precision and recall because the very act of including instances as registration targets increases the numbers of places where a resource can be registered.  If that instance is related to other instances and classes, the ease of the search might increase due to the multiple paths available for navigating to the resource. 

Registration and discovery are indistinguishable processes up to the point of finding the instance or class of interest.  At that point, the user can either register a resource against the node or retrieve the node’s associated resources.

This initial common task consists of entry and navigation.  Entry can be performed by the following:

· Semantic Index navigation:  The user can use the class hierarchy or some other semantic index to select a class.  The user could start at Thing (the top node in the class hierarchy which subsumes all other classes) and descend to a desired class.

· String/pattern search:  The user can specify some string or pattern to match part of a class, instance, or relation name or documentation string.

· Query expression search:  Some query expression could return a list of starting points.

· Bookmark lookup:  Favorite starting points could be stored in a list for easy entry.

Navigation consists of a one hop traversal of the graph representing the instance model and the corresponding class hierarchy.

A single official data model, if available, would avoid the need for multiple registration in competing duplicative ontological data models.  It would also avoid the need to map multiple models together. 

4   Surpassing the Global-Index-Based Search Engine

Until technologies such as natural language processing automate the ontology-based registration process, ontology-based registration and discovery will be more labor intensive and expensive than the use of the classic search engine.

4.1   Results Comparison

Ontology-based discovery, by its very nature, offers greater precision and recall than that of the search engine..  As the (i) depth and breadth of an ontology's inheritance structure increases, as the (ii) number of relations in the ontology increases, and as the (iii) the fidelity of the instance  domain model increases, ontologies are able to provide maximum precision and recall up to a theoretical limit of total recall and total precision:
4.1.1   The Proof of Total Precision and Recall

To a given depth, a certain type of class hierarch offers complete precision and total recall for resource discovery against its classes.  Referring to such class hierarchies as exhaustively partitioned, the proof proceeds by induction:
Beginning with the basis case, with a class hierarchy consisting solely of the single class Thing, resource producers can rightly register all their resources against this one category.  Additionally, all searches for resources of type Thing will return with complete precision and total recall, all registered resources of type Thing.  Because of these properties, we refer to Thing as a perfect class.
The inductive step, then, is to prove that for any perfect class whose subclasses form an exhaustive partition, all such subclasses are perfect classes.  If a class C is a perfect class, it is a perfect target for registration and discovery.  An exhaustive partition of subclasses must, by definition, accommodate any resource that would rightly be registered against some specialization of class C.  Thus, all subclasses of C must be perfect classes.  
4.1.2   Extending the Proof

The pairwise disjointness inherent in an exhaustive partition ensures that a single registration against a single class ensures total recall without having to search all sibling subclasses for overlapping class extensions.  The potential for complete precision is assured simply by proper registration against the class definitions.  The exhaustivity of the partition of subclasses assures that all resources can be registered with a vaguely comparable level of specificity.
Since mainstream ontologies commonly do not strive toward exhaustively partitioned subclasses, discovery tools that use such ontologies are left to provide total recall in other ways.  This requires that both registrars and discoverers check all siblings of their registration or discovery class of interest for non-pairwise-disjointness with that class.  In the presence of such class overlap, resource registrars may have to register a resource against more than one sibling class or subclass of such a sibling class. 
An exhaustively partitioned class hierarchy, then, with n total classes and S subclasses for all classes down to depth D, offers complete precision and recall for all searches against any of its classes.  Each new layer of classes in such a class hierarchy is S times as wide as the previous layer growing exponentially in D.  But the depth D is limited by human resolution of expression.  For successful discovery, the user must clearly understand the definition of deep subclasses and to be able to distinguish such subclasses from their siblings and their parents.  Ontologists can be said to lack motivation for going to the trouble to create classes that are not clearly distinct from one another.  An exponentially growing class tree can soon absurdly exceed the number of reified words found in a dictionary
Yet the discovery resolution is not limited to the resolution of the class hierarchy.  Resolution below the level of the leaf classes of the class hierarchy, then, is achieved by inspection of the instances of the classes – via navigation or by query.  Thus, registration against the instance TimothyMcVeigh offers more resolution than registration against the class Terrorist. 
4.2   Cost Comparison 

This precision and recall does not come without a cost.  The global-index-based or classic search engine’s results, such as they are, come with no registration effort and a small search effort.  Registration, on the other hand, must be done one resource at a time, with human involvement.  As shown below, this involvement can be partially automated and optimized.

Although discovery is subject to a similarly increase in complexity, one assumes that the user typically begins with the classic search and only uses the ontology-based navigational search when more precision is needed.  Therefore, the additional labor associated with web discovery should not be compared with the labor associated with a technique that gives lesser results.  It should only be compared with the value associated with the increase in recall and precision and the labor cost associated with registration and discovery.
4.3   Use Comparison

Similarly, the additional procedural complexity associated with entry and navigation is part of the price to be paid for the additional precision and recall.  This complexity may discourage some users from using such registration and discovery tools.  Therefore, registration-based discovery paradigms may need to encourage or enforce compliance among those expected to register resources.  And all such paradigms have maintenance issues caused by changes in the registration scheme.  Additions, deletions, and changes to the ontology could force re-registration.

5   When the Cost is Justified

There are two principal justifications for using ontology-based registration and discovery.  The first one is quite subjective:

The first case occurs when the the precision and recall of the discovery process are important enough to require high precision and recall in an amount that exceeds the cost of registration.  This cost/results assessment would require a comparison of ontology-based registration and discovery with the labor cost associated with a long hit list from a classic search engine and the cost of missing information in a classic search.

The second, less subjective, justification arises when an organization is already required to use some form of registration for discovery.  An example of such a circumstance is the current discovery metadata movement where the registration process involves the tagging of a document with content metadata as well as non-content metadata, such as the author and publisher of the document resource.  When the organization is already in the business of such registration, semantic-web technology can provide the unambiguous central vocabulary and structure for better supporting that effort.  Without a central vocabulary for characterizing content, search and registration must remain cognizant of multiple overlapping and sometimes conflicting content describing tag sets.  Well designed XML-schema-based web ontologies, Automatically produce tag sets that would be authoritative and could be used to avoid such problem.  Just the presence of such an organizational constraint drives such a decision toward in the long-term toward ontology-based registration.  The presence of an ontology with the qualities mentioned below, drives the decision toward ontology-based registration in the short-term
6   Cost Mitigation

Beginning with the near-term examples, several techniques can be employed to lessen the cost of registration and discovery:

· Human Memory:  Registration and extraction tool users will naturally remember the URI's corresponding to regularly used ontology nodes.

· Favorite Lists:  Favorite lists can record such commonly used ontology nodes to further reduce registration and extraction time.

· Knowledge Extraction:  Extraction engines can reduce the effort of registration to the some extent.  That extent is determined by the amount of work required in creating a custom exaction rule-set for a particular topic.  These rule sets cannot necessarily be leveraged over many extractions.  Similarly, rule sets may not necessarily be leveraged over similar domains.  And the extraction error rates may be excessive for some applications.

· Simple Knowledge-Based Work Environments:  As work environments come to understand more about the present tasks of the user, the environment can point the user directly to where she will likely want to search or register.  For example, as a reporter is tasked to work in France, her work environment would be altered to reflect this knowledge.  She would then be presented with shortcuts to salient instances such as France.  Her navigational burden would be lessened by always having pointers to key aspects of her responsibility in an easily accessible place.  Ideally, this information would flow automatically into her work environment as part of receiving the assignment.

· Knowledge-Based Resource Authoring Tools:  An authoring tool could provide a post-editing process that would assist in matching words or phrases with ontological entities.  This process could be a form of registration.  In the case of the reporter, she might be asked, when working with a document, to verify that the word "France" in that document should be mapped to the instance representing France -- the region, France -- the government, or some ancient time slice of France -- the country.  Such a tool could facilitate a very fine-grained and accurate registration of a document into many subtle, yet appropriate, places.

· NLP Research:  Naturally, full NLP capability would allow full automation of the registration process [2].

7   The Fundamental Mismatch and its Eventual Departure

The very premise of registering and discovering non-ontological resources in an ontological framework is a mixing of legacy technology with a new generation of technology.  Web resources do not know enough about themselves to offer much assistance.  As resources themselves are produced originally as web ontology documents rather than legacy format documents such as .doc, .rtf, etc, registration is no longer necessary.  Just as classic search engine registration requires no user effort, the very posting of a semantic-web-based resource document will make it available to semantic web crawlers that will semantically index all entities within the document.  Classic-search-engine-style could continue to be an easy first search approach, with a navigational ontology-based search as a backup in order to greatly lessen the flood of results or increase the precision.

8   Justifying Why Taxonomic Registration Does Not Suffice

While restricting taxonomic registration to inheritance-based taxonomies does not offer an improvement in performance, it can offer other amply compensating benefits.  A specialist with well-known taxonomies, can expect to have a shorter and more understandable search than that provided in a formal ontology.  Peterson argues, however, that taxonomies, by themselves, are unsuitable artifacts for registering resources [1].

The use of inheritance relations in the semantic index, however, offers a benefit in the case of certain search modifications following an initial search.  In the case where the initial search yielded too many results associated with a class, the presence of inheritance links to more specific classes can yield an opportunity to restrict a search with a single navigational descent to a more appropriate subclass.  Similarly, in the case where the initial semantic index search yields too few result due to the overspecificity of the search class, the searcher could easily relax the specificity of the search by a simple ascent to one of the next most general nodes.  In a taxonomy, this is not possible unless it is a strict inheritance-based taxonomy.
Finally, since resource can be registered against instances as well as classes, the inheritance relation far from suffices in creating a complete navigational pathway to all the resource registration sites in the ontology.  Yet the instanceOf relation may offer too many instances to sort out.  This situation would warrant the use of a different entry method.  One possible alternative to a semantic index entry would be a simple substring-match-style search of class, and instance names along with a search of class data attribute values and class and relation documentation strings.  This search provides a list of candidate starting nodes for a subsequent navigational search.  But these starting places could point to related instances or classes.  Thus, the presence of the navigable relations found in the instance model of ontology-based registration could increase the likelihood of successfully navigating to the instance or class against which the resources is registered.

9   Justifying Web-Deployment of a Registration/Search Ontology

To a great extent, the registration of and search for web resources is by its nature a web-deployed activity.  But the web-deployed nature of web resources only argues for a web-deployed ontology to a certain extent.  Web-ontology languages tend to be in XML and such resources can be easily referenced by XML URI’s within the web ontology files.  Mainstream web ontology languages automatically create URI references when defining classes, relations, and instances.  Thus, a resource registration service need only associate URI references from the ontology with the URI references of the actual web resources.  While this registration is convenient, other name sharing paradigms such as Java code libraries rely on the initial downloading of named class and named methods.  These files are, in fact, weak ontologies, and are often used in distributed web applications.  Similar wholesale downloading of large groups of shared ontological definition files may prove to be an efficient and useful of avoiding download latency.  But the web ontology instance data model files needed for ontology-based registration would likely be maintained by many separate knowledge stewarding organizations.  Therefore, web deployment of a resource registration/discover ontology is, for the time being, very beneficial.

10   Justifying Use of One Registration Ontology

The use of a single ontology as for ontology-based registration offers certain advantages.  Using an analogy from the hypertext markup language (HTML), HTML pages do not encourage users to extend the standard HTML tag set.  Users virtually always simply use instances of pre-defined standard tags as defined in the HTML document type definition (DTD).  The power and variety found in HTML documents, then, stems not from individually customized usage, but from the vast variety of orders in which these tags may be used by HTML authors.

The thought of supporting many competing and conflicting HTML DTD’s runs contrary to the notion of the universal usability inherent in the world-wide web.  The existence of one quasi-universal web-page format immensely simplifies the sharing of web data.

A conventional web search on a particular string can be expected to consider all available HTML pages.  Similarly, if a semantic web search is to consider all occurrences of a particular class, that search is likely to be much easier and accurate if all those occurrences are instances of the same class.  If those occurrences are idiosyncratically spread out over a number of independently defined and named classes representing one concept, the semantic web query writer would need to be aware of each of those class definitions and reference them in such a query.
If the semantic web is to live up to its potential for precision and recall, searches must be simple, and searchers must not be daunted by the presence of competing, conflicting, and duplicative class definitions [3].  For this reason, Hendler’s references to the chaotic nature of the world-wide web should not be applied to standardization of semantic web content [4].

Multiple ontologies, if properly mapped, can behave as one ontology.  The behavior is sufficient for reasonable registration and search.

11   Choosing the Most Appropriate Ontology

The selection of the best existing general-purpose ontology can be a contentious process.
  A less contentious selection is for the best existing ontology for a particular purpose.  And a less contentious process for that more restricted selection relies heavily upon the use of concrete quantifiable metrics.  But since the likelihood that a metric will be used varies with its ease of use, the metrics given below are intentionally simple. 

Qualitatively speaking, a registration and discovery ontology should be saliently large, bushy, clear, robust, popular, and supported - as quantitatively defined below:

11.1   Size

Size can easily measured, and sometimes the counts are easily available for a particular ontology.  Specifically, size can be broken down into simple counts of classes, relations, instances, and relation instances.  A large exhaustively partitioned ontology can offer total recall.
11.1.1   Depth

If basic size information is deemed insufficient, more detailed probing may yield helpful information.  An ontology should be sufficiently deep to be able offer a useful level of discrimination between resources.  The discovery process can reach its theoretical levels of total recall and complete precision if there is always a precise leaf node in the class hierarchy to which the resource can be mapped.  But depth is only a virtue taken within reason.
11.1.2   Exhaustive Partitioning
Exhaustive partitioning of subclass siblings offers the ease and safety of single registration and simple discovery queries.  It also indicate the level of breadth or completeness of the ontology.
11.2   Bushiness

· In the graph representing the ontology, we define bushiness as the average number of relationship arcs per class or instance node.  Having more salient navigation options offers a greater likelihood of finding an intuitive navigational pathway to a desired node.  Different users my use markedly different entry points into the ontology according to their individualized view of the world, yet they can converge to the same instance if it is sufficientlyh connected to its potential neighbors.
11.3   Clarity (mappability)

· Ontological items such as classes, relations, and instances should be named to facilitate quick understanding and discrimination from other similar or similar sounding ontological items in both the registration and the discovery processes.

· Ontological items should be described in a documentation string so as to more fully facilitate quick understanding and discrimination from other similar or similar sounding ontological items.  Most importantly these items must detail the necessary and sufficient conditions for definition the item.  With respect to a particular class name, a vague definition will tend toward over-registration against the class and under-registration against other similar classes that may be more appropriate.  Definitions that are over-specific with respect to the name of the class tend toward the correspondingly opposite situation.  Resources must have a clear registration target in the ontology to support high precision and recall.

11.4   Robustness

Ontological items should be stable from long use, testing, and criticism.  Class, relation, and instance migration forced a potentially large number of resources to be reregistered.  Similarly any discovery software dependant on the idiosyncrasies of the ontological items must migrate to the new ontology and incur expense and possible downtime.

· Age:  The overall age of an ontology is an easily obtainable if dubious metric.  Because of the increased labor involved in improving upon this metric, it may stand as one the best practical robustness metrics.  Fine-grained age data for individual classes offers an improvement since incrementally constructed artifacts are composed parts whose age may vary greatly.

· Sociality:  Assessing the Social Qualities of History and Authority offers additional insight of robustness, but at greater difficulty  [5].  Respectively, history is the number of times that the ontology has been used, and authority is the extent to which other ontologies rely on it.

Neither age nor sociality offer a guarantee of robustness but they both avoid subjective evaluations of ontology components as to their maturity and stability.

11.5   Popularity

The popularity of an ontology gives some notion of the likelihood that it might be adopted as a standard among some community.  Sociality again offers two metrics that can be determined with a complete crawl of the net.

11.6   Support

An ontology that is supported by some organization offers an increased likelihood of fixes, improvements, and extensions.  If these changes are made according to some internal standard of quality this affects the level of support quality.  Support level could be stated as the ratio of ontological size to staff hours worked per week.  Quality of support could also vary according to the expertise of the support person.

11.7   Relevance

Relevance is more difficult to quantify [5].  A uniformly deep exhaustively partitioned ontology will have relevance to all topics at some level of generality.  A project may be fortunate enough to work in the same domain as the ontology’s funding organization.  In this case, the metric can be total funding dollars or staff years.

12   Conclusion

The justifiability of the use of registration-based discovery technology in general hinges on a subjective determination of the value of increased recall and precision versus the increased cost due to registration and discovery.  Yet for organizations required to participate in registration programs that deal with discovery metadata, the subjectivity is greatly reduced.  The decision then is driven in the near-term by the availability of an appropriate registration ontology and the level of precision and recall that it affords.  In the long-term, the value of the investment is clear.  With a sufficiently elaborated ontology and no registration error, the theoretical limit is that of total recall and complete precision.  In the near-term, the realization of this ideal state is limited chiefly by the size, quality, coverage, and specificity of the ontology.  Exhaustively partitioned sibling subclasses greatly simplify registration and search and can improve recall.  A single ontology or the appearance of a single ontology offers notable increase in ease, recall, and precision when compared with a registration environment consisting of multiple overlapping or duplicative ontologies.
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� In reality, tangible resources could be registered by modeling such resources in a web ontology and registering their URI’s.  At that point, the process of registering web resources and tangible resources becomes indistinguishable.


� Eventually, large snapshots of the semantic web may be cached and mirrored at single sites for efficiency.


� The choice of the null ontology is an option, but it must measure up to the metrics.





